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Abstract 

With recent advancements in computing power and improvements in computational methods 
for big data analysis, new avenues of research have opened up for historical linguists and 
linguistic typologists. With tools and methods not available to past generations, we can now 
employ statistical models to linguistic data sets to uncover new ideas and analyses relating to 
how languages are related to one another. This has seen recent implementation specifically on 
Sino-Tibetan in Sagart et al (2019) and Zhang et al (2019), providing phylogenetic trees of 
the language family based on Bayesian inference. These trees provide new insights into how 
the overall family tree may be organised — a question still unanswered in modern  linguistics 
— by taking a top-down approach for a zoomed-out view. This paper makes an attempt to 
answer the question of internal relatedness from a bottom-up perspective in order to address 
the issue not for all of Sino-Tibetan, but specifically for the lower-level subgrouping which 
includes Kokborok. By analysing lexical data, both from previously published sources and 
that which are newly collected for this purpose, this study presents new insights into the 
genealogical organisation of the Barish (Bodo-Garo) which calls into question previous tree 
models proposed for the language group (Burling 2003). While Bayesian statistical methods 
are ultimately probabilistic and thus not a catch-all solution for all problems, the results of 
this investigation present possible answers for the question of the internal subgrouping of 
Barish, while also giving a clear indication of where such methods may fall short. 

1.​ Introduction 

Recent advancements in computing power and the refinement of computational methods for 
big data analysis have opened enticing new avenues for historical linguists and linguistic 
typologists. The ability to process significantly large linguistic datasets using complex 
statistical models allows researchers to uncover potential patterns and relationships that were 
previously inaccessible. This has also enabled scholars to confirm in a reproducible manner 
that connections which may have only been intuitively drawn previously have solid 
grounding in the data on a larger scale. Such methods have become increasingly popular and 
in recent years they have been used to investigate a number of language families. Most 
relevant to this study is the inclusion of Sino-Tibetan among those analysed, namely in Sagart 

1 Thank you to Mery Rupini and Dipjyoti Goswami for help in data collection for this study. Thank you as well 
to the speakers who provided the data, including Venkat Tripura, Tirtharam Reang, Bina Rani Tripura, 
Bibhishan Debbarma, Biman Debbarma, Himangshu Rupini, Lalita Rupini, Chandrabori Rupini, Salka Rupini, 
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et al (2019) and Zhang et al (2019) which both present Bayesian phylogenies for 
Sino-Tibetan. Although their results and data handling methods differ in significant ways — 
see Orlandi (2021) for critiques — these trees offer a broad, zoomed-out perspective on the 
family's overall structure. In doing so, they provide new insights into one of the most debated 
questions in Sino-Tibetan linguistics: how the languages within this family are interrelated. 

While these top-down approaches have yielded valuable contributions, they leave many 
questions unanswered, particularly at the level of lower-order subgrouping. This paper seeks 
to complement existing research by adopting a bottom-up perspective to investigate internal 
relationships within a specific subgroup of Sino-Tibetan languages. Focusing on the Barish 
(Bodo-Garo) languages, including Kokborok, this study analyses lexical data drawn from 
both previously published sources and newly collected materials. By applying statistical 
methods to these data, it presents fresh insights into the genealogical organisation of Barish 
languages and sheds light on earlier models, most significantly that of Burling (2003, 2012) 
in which the proposed tree structure massively differs in the placement of Deori. This 
approach not only challenges some long-standing assumptions but also highlights the 
dynamic interplay between linguistic evidence and computational modelling in reshaping our 
understanding of language relationships. 

With computational tools for Bayesian statistical methods, a useful means for exploring 
linguistic genealogy has become more widely available. Despite the potential usefulness, it is 
important to remember that they are inherently probabilistic and not a panacea for all 
methodological challenges. The results of this study underscore both the potential and the 
limitations of these methods when applied to lower-level subgrouping. On the one hand, the 
findings offer plausible solutions to specific questions about the internal organisation of the 
Barish languages. On the other, they illustrate where such approaches may fall short, 
particularly when faced with issues such as sparse data or linguistic divergence over time. By 
addressing these challenges, this paper contributes to the broader discussion of how 
computational techniques can refine our understanding of language evolution and raises 
important considerations for future research into linguistic genealogies in general, and Barish 
and Kokborok in particular. 

1.​ Bayesian phylogenetic inference 

The application of Bayesian inference to determine phylogenetic relationships is a relatively 
novel approach to determine linguistic subgrouping. However, it is not the first time that the 
field of linguistics has borrowed from genetic science. Efforts at expanding out understanding 
of language through analogy to biological speciation goes back much further. The first use of 
the tree model for visualising linguistic relatedness is often credited to August Schleicher 
who in 1874 provided the first reconstruction of proto-Indo-European, itself a relatively novel 
concept at that time. The idea of speciation as only recently described by Alfred Russel 
Wallace and Charles Darwin only a couple decades early was already taking off in discussing 
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linguistic genealogies. Since then, efforts at improving upon the tree model, challenging it 
entirely, and using modern technologies to refine the methodological approaches have 
improved. The use of Bayesian inference is simply the latest attempt, although not one which 
is always well received. Lexicostatistics on steroids, as an anonymous colleague once 
referred to it. 

1.1.​ Improvements in computing power 

It is important to state at the outset that Bayesian phylogenies are not a magic bullet to solve 
all problems. They are also not the end of any discussion on linguistic subgrouping. They are, 
however, a useful tool to investigate questions of linguistic relatedness. The results are 
probabilistic, and only ever as good as the data they are given. However, this is also a major 
asset of the approach. Notably, these methods produce statistically justified family trees, 
which can be reproduced by anyone with the ability to recreate the computational 
environment. In addition to reproducibility, since such trees are computationally produced, 
the methods allow using substantially larger datasets than one can keep in their head at one 
time.  

Previously, a scholar working on a particular group of languages may notice certain words or 
patterns or phonological features which provide insight into some kind of impressionistic 
subgrouping. A particular branch in that scholar's tree model may be indicated by only a 
handful of lexical innovations, or even just one. Sal, the proposed language family that 
includes Barish (Bodo-Garo), Tangsa-Nocte, Wancho, and the Jinghpaw-Luish languages of 
Myanmar (Burling 1983), is famously reliant on only a handful of lexemes in order to 
determine membership in the group. For this reason, there has also previously been debate as 
to which other languages may also belong, although this discussion has largely subsided by 
today. Still, in this hypothetical example, a single researcher may zero in on a small subset of 
words and build their tree model around those. Or, alternatively, a particular set of sound 
changes. The problem with such approaches is that these words may be incredibly 
informative as to the subgrouping, or they could be less so in light of a larger sample. With 
computational approaches, rather than a handful of concepts, we can employ dozens or 
hundreds to attempt to answer the same question. What's more, computing power allows us to 
investigate a much larger set of languages as a whole, something previously not realistically 
possible just through pen and paper. Especially with the development of computer-assisted 
tools for language comparison such as EDICTOR (List & van Dam 2024), regular sound 
correspondences between a huge range of languages and concepts can easily be identified and 
evaluated for systematicity. 

Thus, while Bayesian inference for the purpose of developing linguistic Stammbäume is not 
flawless and still requires significant input from experts in the target languages, 
computational phylogenies provide important insights into possible relationships that may 
have otherwise remained hidden. Computationally produced Bayesian phylogenies are now 
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also being applied to other fields beyond linguistics, with trees being created even for things 
such as the morphology of musical instruments in South America (Aguirre-Fernández et al 
2021).  

1.2.​ Weaknesses of the approach 

As mentioned, these tools are not a catch-all solution for questions of linguistic relatedness. 
There are a few major caveats. The first is simply that the results are only as good as the data 
which you feed them. Garbage in, garbage out. This means that prior to any computational 
analysis, one must ensure that the data being provided to the algorithm is properly handled. In 
most cases, linguistic phylogenies in this fashion are lexical in nature. This involves taking 
data of the languages' vocabularies and encoding them in a computer-readable manner, 
encoding for the cognacy of each concept across languages. In English, house corresponds to 
German haus and Dutch huis. The words are similar in sound, because they come from a 
common origin in the ancestral language from which Dutch, German and English developed. 
The French word maison has the same meaning, but a different origin, so we would not mark 
it as cognate. In Spanish and Italian, it is casa for both languages. This leaves us with three 
cognate sets for these 6 languages. 

In the case of European languages, it can be fairly easy to take care of this kind of encoding; 
the histories of the languages are well documented, their origins are clearly known, and there 
have been almost two centuries of work on these languages to determine their genetic 
relatedness. But what of languages like Kokborok or other Tibeto-Burman languages of 
Northeast India? In many cases, documentation is poor, the history is not well understood, 
and the regularity of sound correspondences can be difficult to work out. For this reason, 
experts on the languages are still very much required. The work of traditional historical 
linguists is as necessary as ever when computational methods are brought into the mix. The 
methods themselves currently do not handle things like horizontal transfer very well, where 
terms are borrowed between branches. Likewise, any biases in data collection will be 
reflected in the results. For this reason, methodological transparency and consistency are 
incredibly important. 

Do similarities in the results or closeness of languages reflect inheritance and retention, or 
shared innovation? Do they reflect sloppy data collection, directed elicitation, or actual 
realities in the languages as they are naturally spoken. The observer effect and any lingering 
expectations of the person collecting the data all need to be taken into account. Thus, expert 
linguistic and scientific experience is still of major importance when dealing with the data 
and any conclusions coming from them. 

2.​ Methodology 

Recent efforts at classifying the Barish (Bodo-Garo) languages with these tools have come up 
with interesting suggestions as to the internal subgrouping which do not clearly align with the 
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conventional wisdom of the group (van Dam 2023a; 2023b). These will be discussed here, in 
relation to Kokborok but also as it relates to the placement of Kokborok within the larger 
Barish or Bodo-Garo group within Tibeto-Burman. 

Data for this analysis comes largely from published word lists and grammatical descriptions. 
Additionally, newly collected wordlists for Kokborok “surname” varieties have been 
collected specifically for this study, along with newly collected Boro data. In total, 
approximately 60 doculects are included in the study. We refer here to doculects rather than 
dialects, as there may be multiple sources on a single named “language”, but we do not take 
for granted that these are indeed the same. Instead, we let each data source speak on its own 
behalf. 

Among these 60 doculects, we target approximately 700 concepts. This is a much larger 
concept list than is normally used for such tasks, and for more widespread language groups 
such as Sino-Tibetan as analysed in Sagart et al (2019) this would surely be too many. 
However, for the purposes of a Barish analysis, this number of concepts as a starting point is 
easier to manage due to the greater similarity and smaller number of etyma overall. The goal 
is to have the greatest coverage across all doculects in terms of the concepts for which data 
are attested. The concept list upon which the study is based is the Sal Area Lexical Inventory 
for Sino-Tibetan (SALIST, "Sal list"), a concept list specifically developed for this and 
another study which includes the entirety of Sal languages for which there are reliable data. 
This in turn is based on a combination of the CALMSEA word list (Matisoff 1978), the 
Intercontinental Dictionary Series (Key et al 2023), the NEILS Indigenous Languages 
Documentation Award (NILDA) concept list, combined with additional concepts that occur 
regularly in the local languages. It aims to collect basic vocabulary but expansively defined in 
order to maximise the number of concepts which may be found in common among the target 
languages. The final collected word lists are then reduced to only those concepts which meet 
a certain threshold of coverage across varieties. A concept such as mosodeng may only occur 
in a handful of the published sources, and so it may not survive to the final analysis. 

Furthermore, cognacy is blocked by semantic drift. Thus nok meaning 'house' and nok 
meaning 'village' and nok meaning 'people' in three different languages are all clearly from a 
single original meaning, but cognacy is only determined within a single concept, and so such 
cases will not be coded as cognate. 

Once compiled into a tabular data format, the data were first processed with the LingPy 
Python package (List & Forkel 2024), in order to generate the appropriate files for cognacy 
grouping. The resulting matrix was then analysed in MrBayes (Huelsenbeck, J.P. & Ronquist, 
F. 2001) using the Markov chain Monte Carlo (MCMC) model, along with the BEAGLE 
library (Ayres et al 2012) for handling calculations on a graphics processing unit of the 
author's home computer. Another popular alternative to MrBayes known as BEAST2 
(Bouckaert et al 2019), which was used for the family-wide studies on Sino-Tibetan, is not 
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usable here as it requires a greater time depth in the data from which to calibrate the clock 
model. 

3.​ Results & Discussion 

Figure 1 shows the results of the curated tree. The numbers at each node are the posterior 
probability, or the percentage of trees which the algorithm produced in which that exact split 
occurred. Thus a posterior probability of 1 means that 100% of the millions of iterations of 
the algorithm showed that connection as the most likely. Curated in this case means that 
doculects which had a posterior probability of 0.99 or higher and fell under the same label, 
i.e. Tiwa from Dawson (2022) and Tiwa from the online Xobdo dictionary (xobdo.org) 
consistently group together with such a posterior, and therefore can be safely merged into a 
single language variety for the purposes of this analysis. Likewise the Bodo data which was 
collected for this study consistently was a 100% match to the Bodo data found in Xobdo. 
Note that the Atong of van Breugel has only a 94% match to that of the SIL sources, and sao 
these have not been merged. Note also that branch lengths in this case represent the degree of 
similarity between the ends of the branches. 

 

Figure 1: Curated tree of Barish languages 

A few things require some additional explanation. First, Rabha and Koch show up at the base 
of the tree, and not as a single group. This simply means that the system had difficulty 
placing them anywhere else. We can understand this as an effect of the considerable historical 
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contact between these two groups, and were we to have historical data to also run through 
this process, we should expect very different results. Burling (2012) makes the case for this, 
noting that "Koch and Rabha may be quite diverse, and they may even have mutually 
intelligible forms", but with regular contact over the centuries including intentional efforts to 
grow connections between the groups, the modern linguistic data fails to capture this 
difference. However, the fact that there are consistently two groups for Koch which 
consistently recur in subsequent runs of the process is itself interesting, and suggests an 
actual linguistic split. 

The second major point of note is the position of Deori here, representing a major departure 
from Burling's (2012) tree which placed Deori on the first branch off of the main Barish 
trunk. Interestingly, in our analysis here, we never once saw Deori holding the position which 
Burling ascribed to it. However, what we do see in the branch length is a considerably longer 
branch than any of the rest, indicating a substantial degree of difference from the other 
languages in its group. This means that, while the concepts themselves are cognate enough 
that in 75% of the iterations of the algorithm, Deori most probably fits here, the actual forms 
in the language show major differences. Note that in the full study, 6 doculects were included 
for Deori, and mergers or changes in which were included made no difference to its 
placement. Additionally, Moran and Barman, two heavily under-documented varieties, also 
occur with great regularity in their positions. Removal of these varieties due to a lack of data 
results in slightly better probabilities for the neighbouring languages in the tree. 

Finally, considerable issues were caused by the inclusion of data collected by the SIL, notably 
that of Kim et al (2011), wherein the doculects for which data were collected consistently 
showed up with incredibly short branch lengths, and not ones which properly matched the 
expected outcomes nor the placement of comparable doculetcs elsewhere. For example, 
Debbarma Kok in Kim et al (2011) included data from 3 doculects, but did not consistently 
pattern with the Debbarma Kok data collected for this study. 
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Figure 2: Tree results with inclusion of Kokborok from Kim et al (2011)  

Figure 2 shows a section of the tree zoomed in for an early run of the algorithm in which the 
SIL collected data were included. On the right, the branches labelled starting with Kokborok 
and Reang were collected specifically for this study under controlled elicitation where the 
influence of the linguist investigating the dialects was removed. Speakers were given concept 
lists and asked to provide the most basic term for a given concept. Lists were then returned to 
the investigators for analysis, but no coaching or corrections were given. The SIL data, on the 
other hand, form the entirety of the branch on the left from Anok to Mukchak and Riang, 
with the connected Usoi varieties coming from a separate SIL source.  

There is a distinct split here, indicating that the data from the SIL sources has a much greater 
degree of homogeneity, also represented by shorter branch lengths. The newly collected data, 
meanwhile, shows a better tree model in line with conventional wisdom, and more 
appropriate branch lengths. It can be concluded from this therefore that some level of 
influence was projected onto the SIL data, almost certainly unintentionally. However one can 
easily imagine a situation wherein data collectors hear a term they may not have been 
expecting, and then ask if instead another term X also exists, which it may well, and then that 
in turn gets documented. 

4.​ Conclusions 

First, existing published data have too many variables. Methodologies are not transparent, 
and often much of the metadata that would help with the data coding and analysis remain 
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opaque. Instead, better results would be provided by having newly collected data, controlled 
for elicitation biases, and built upon a broad yet basic concept list. The SIL sources are an 
excellent data set, but it cannot be denied that there are some serious source effects reflected 
in them. 

Additionally, in some cases, a combination of Bayesian methods with traditional subgrouping 
by sound change or other features would be of value. This may help clarify some of the cases 
around language groups such as Koch and Rabha, but of course robs future scholars of the 
benefit of reproducibility. 

Still, the results as they are reported here are still of some use. They are still locally 
informative, indicating lower level relationships in a way that may be informative. However, 
this study uses lexical data only, not accounting for morphosyntactic features, phonology, or 
other aspects which may be illuminating. However, based on the description of DeLancey 
(2012) of Barish as a re-diversified formerly creolised lingua franca, this is probably not a 
problem in the case of Barish. We would not expect there to be substantial syntactical 
differences, so lexicon is likely the most useful feature in this particular language group. 

While Bayesian phylogenetic inference is a useful tool and can provide new insights to 
language subgroupings, it still requires high quality data, expert insights into the coding of 
that data, and sufficient accounting for contact and horizontal transfer. As a next step, newly 
collected data may provide further insights into the internal subgrouping of the Barish 
languages, but this too may benefit from an even lower-level focus, investigating instead 
solely within Koch and Rabha as a starting point, for example, or only within the languages 
of Tripura as another. 
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